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ARCHITECTURE · COLLISION-FREE GENERATIVE HASHING

•Multi-Hash Indexing
multi-ID signatures for CLM

H𝑖(𝑤) = MMH3(𝑤, seed𝑖)
(mod 𝐵 − 1) + 1 if 𝑤 ≠ pad.

•Gated Compositional Embedding

e =

(︄
𝐻∑︁
𝑖=1

𝛼̃𝑖E(𝑖)
[H𝑖(𝑤),:]

)︄
W𝑠,

𝛼̃𝑖 =
exp𝛼𝑖∑︁𝐻
𝑗=1 exp𝛼 𝑗

𝛼𝑖 = 𝜎

(︂
E(𝑖)
[H𝑖(𝑤),:]W1

)︂
W2.

HASH ENCODER
•Logit Computation

o(𝑖) = W(𝑖)⊤
𝑜 c(𝑖)

•Soft Embedding Retrieval
p(𝑖) = Softmax(o(𝑖))
e(𝑖) = E(𝑖)⊤p(𝑖)

•State Update via Cascade Mixer
tree-structured recursive networks

c(𝑖+1) = c(𝑖) + W(𝑖)⊤
𝑢𝑝 𝜎(W(𝑖)⊤

𝑑𝑛

[︃
c(𝑖)
e(𝑖)

]︃
)

HASH DECODER
•Training Phase

𝑃𝑡𝑟𝑎𝑖𝑛(𝑤 | ·) =
𝐻∏︂
𝑖=1

𝑃(H𝑖(𝑤) | ·)

• Inference Phase
explicitly exclude all unassigned signature

𝑃𝑖𝑛 𝑓 (𝑤 | ·)

=

∏︁𝐻
𝑖=1 𝑃(H𝑖(𝑤) | ·)∑︁

𝑤′∈V𝑎𝑐𝑡𝑙

∏︁𝐻
𝑖=1 𝑃(H𝑖(𝑤′) | ·)

•Higher-Rank Logit Approximation
mitigates the softmax bottleneck

A = [𝑎𝑖, 𝑗]𝑛×|V|, 𝑎𝑖, 𝑗 = log 𝑝∗(𝑤 𝑗 |𝑐𝑖)

r(ÂStand.) ≤ 𝑑 ⇒ r(ÂMHF) ≤ min(𝐵, 𝐻𝑑)

PROBABILITY MODELING

WORKING MECHANISM

LAMBADA acc. ARC-E COPA PIQA HellaSwag RACE SIQA ReCORD Card-660 𝜌

1B ▲4.9 ▲4.5 ▲7.0 ▲0.7 ▲2.3 ▲2.0 ▲2.6 ▲1.7 △0.07
3B ▲8.6 ▲6.7 ▲3.0 ▲2.6 ▲3.2 ▲1.2 ▲2.5 ▲1.9

SUPERIOR PERFORMANCE OVER STANDARD LMS AT 1B & 3B SCALE

MHF supports an upper bound of 𝐵𝐻 = 160004 (65 quadrillion) unique tokens
with a constant parameter footprint.

ZERO-PARAMETER MULTILINGUAL VOCABULARY EXPANSION

EMPIRICAL RESULTS
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